
Chapter 3

Overview of VMware vSphere

Many organizations leave their most critical applications untouched during the initial 
journey into virtualization. When the time comes to evaluate whether moving those 
applications to a virtualized platform makes sense for the organization, application 
owners must be aware of how this will affect them and their applications. Top on the list 
of key concerns is supportability of the application on a virtualized platform. Does the 
software vendor support virtualization of their application, and if so, are there any limita-
tions or considerations? In terms of cost, how is licensing affected by virtualization? If 
more, smaller virtual machines are required, does this incur a higher licensing cost? How 
resilient is the virtualized platform? Do virtual machines provide any additional availability 
options over physical deployments? Finally, and perhaps a question that comes up only 
after deployment, how are these applications managed and monitored once virtualized? 
Do the tools currently being used continue to work? Is there something better?

In this chapter, we will take a look at what VMware vSphere has to offer in the way of 
virtualization features, with a focus on those relevant to business critical applications. We 
will provide an overview of some key virtualization concepts that vSphere administrators 
might be aware of, but that application owners who are new to virtualization might need 
some introduction to. In the chapters to follow, we will focus on application-specific 
recommendations, but in this chapter we will discuss some important design consider-
ations that can apply to the majority of business critical applications.
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Why vSphere for Business Critical Applications
If you are reading this book, it is likely that the virtualization platform you will be working 
with is vSphere. You’re not alone. vSphere is the  most widely deployed virtualization 
platform today and arguably the standard platform for hosting virtualized business critical 
applications. This is not to say that there aren’t other hypervisors on the market that can 
accept the challenge of running these applications. The leading hypervisors available 
today have evolved over the past few years to be close to, if not on par with, vSphere. 
The question from an application owner’s perspective becomes, can this hypervisor meet 
the requirements of my application? vSphere has done a great job of this so far, but as an 
application owner you must understand exactly how. So what does vSphere provide in the 
way of capabilities that makes it the choice for the majority of virtualized environments?

Proven Performance
With each new release of vSphere, virtual machine maximum configurations have 
continued to increase while    hypervisor overheads have continued to decrease. If we reflect 
on the early days of the VMware hypervisor (originally known as Elastic Sky, and subse-
quently ESX and ESXi), there was clearly a need for larger virtual machines. My first 
experience with ESX was with version 2.0, which supported a maximum of two vCPUs 
and 3.6GB of memory per virtual machine. VMware has come a long way, necessitated by 
the increasing number of compute-hungry applications that organizations want to virtu-
alize. In vSphere 5.1 virtual machine maximum configurations for vCPUs and memory are 
64TB and 1TB, respectively.

VMware takes great pride in proving that workloads virtualized on vSphere can perform 
nearly as well as, if not better than, physical servers. Take a stroll through the archives of 
the VROOM! blog (http://blogs.vmware.com/performance) and   you will find a number 
of articles on vSphere performance. Some of these are simply mind-blowing, such as the 
study showing how a single vSphere 5.1 VM could generate more than one million input/
output operations per second (IOPS). If you have an application that requires that kind of 
IOPS, we want to hear from you! Perhaps more relevant to many of us application admin-
istrators are the application-specific studies. A couple of common candidates, due to their 
potentially heavy demand on compute resources, are Microsoft SQL Server and Exchange 
Server. VMware has been conducting performance tests on these applications since the 
early days of ESX (before ESXi was a product). 

With the performance improvements first introduced in vSphere 4.0, coupled with 
virtualization-assist-capable hardware, VMware has seen workloads for SQL and Exchange 
run between 2% and 14% of native, as shown in Performance and Scalability of Microsoft 
SQL Server on VMware vSphere 4 (http://www.vmware.com/files/pdf/perf_vsphere_sql_
scalability.pdf) and Microsoft Exchange Server 2007: Performance on VMware vSphere 4 

http://blogs.vmware.com/performance
http://www.vmware.com/files/pdf/perf_vsphere_sql_scalability.pdf
http://www.vmware.com/files/pdf/perf_vsphere_sql_scalability.pdf
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(http://www.vmware.com/files/pdf/perf_vsphere_exchange-per-scaling.pdf). These tests 
represented virtual machines sized according to best practices running common workloads 
as well as very heavy workloads. VMware has not published any more recent “bake-off” 
type studies between physical and virtual servers for these applications. Instead, VMware 
has published performance studies showing that virtual machines sized to meet specific 
workloads satisfy    the requirements, as shown in Microsoft Exchange Server 2010 
Performance on VMware vSphere 5 (http://www.vmware.com/files/pdf/
exchange-perf-vsphere5.pdf).

Efficiency and Scalability
If you haven’t      been in the market for new server hardware over the past few years, you are 
in for a pleasant, but ironic, surprise. Clock speeds have gone down while performance 
has dramatically increased. Chip manufacturers have slowed the quest for those 3+ GHz 
processors. Instead, they are designing lower-clock-speed processors with more processor 
cores and with much more throughput than their older ancestors. To put this into 
perspective, to ease the sizing process for Exchange, VMware used to establish building 
blocks for mailbox servers based on numbers of users per processor. The first time this 
building block was conceptualized, it was 500 users per processor core. Using Exchange 
2010 sizing guidance for a message profile of 100 messages sent and received per day, and 
the Intel E5-2670 processor, each core can support up to 2,500 mailboxes at less than 70% 
utilization. That’s a pretty significant improvement in efficiency. We take a look at sizing 
for Exchange 2013 in Chapter 6, “Virtualizing Exchange Server 2013.”

This advancement in processing power means that servers deployed with operating 
systems running on bare metal are hard-pressed to use any of that power efficiently. This 
leads us to look at carving up those resources by leveraging virtualization to abstract that 
hardware and get better use out of our investment. Any hypervisor can provide abstraction, 
but VMware brings some important features to help organizations use the hypervisor and 
the server hardware as efficiently as possible.

vSphere uses      a proportional-share-based scheduling algorithm that dynamically calcu-
lates virtual machine priority based on entitlement to resources and consumption of those 
resources. This leads to very efficient processor scheduling. Entitlement is user defined, 
for example, how many virtual CPUs (vCPUs) are allocated to a virtual machine; how 
many of the available CPU resources are guaranteed for that virtual machine, called 
reservations in VMware terminology; and how many resources this virtual machine will 
be granted relative to other virtual machines, called shares. The consumption is based on 
factors such as system load, workload behavior, and prioritization. Based on how much 
resource a virtual machine is entitled to and how much it is actually using, vSphere makes 
the most efficient scheduling choices.

http://www.vmware.com/files/pdf/perf_vsphere_exchange-per-scaling.pdf
http://www.vmware.com/files/pdf/exchange-perf-vsphere5.pdf
http://www.vmware.com/files/pdf/exchange-perf-vsphere5.pdf
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The memory management techniques used by vSphere efficiently distribute and manage 
memory to virtual machines. Memory page sharing, ballooning, and compression are three 
techniques used by vSphere to help provide high-performance memory virtualization. 
These are discussed in detail in the next section.

Hot-add technology supported by vSphere enables compute resources such as vCPUs, 
memory, storage, and I/O devices to be added to virtual machines without requiring 
a reboot. This does require that the guest operating system supports hot-add. With 
Windows Server 2008 and Windows Server 2008 R2 Enterprise and Datacenter editions, 
and Windows Server 2012 Standard and Datacenter editions, all of these resources can be 
added without the need for a reboot, although some applications might require a restart 
to be able to use the new resources. The capability to add vCPUs and memory on the fly 
means that virtual machines can be sized to accommodate today’s workload and scale up as 
needed     .

Availability
Applications    considered business critical are designed with protection mechanisms to 
ensure that the application continues to run or is returned to service as quickly as possible 
after a failure. Let’s take a three-tier web application as an example. The web servers are 
potentially load balanced, making them protected, though not necessarily highly available. 
The application servers might also have redundant copies protecting them. The database 
servers could be clustered and possibly have data redundancy at the database level. How far 
we take that database server availability is an area to explore and can become complex (and 
expensive) very quickly. We will take a deeper look at application availability later in the 
book.

Let’s assume that the database is running in a traditional SQL Server failover cluster 
with two cluster nodes and one copy of the data. A server failure would cause a failover; 
however, user intervention is required to bring the cluster back into a protected state. A 
failure at the application and web layer would require the same. How can virtualization 
help in this scenario?

The problem with traditional high-availability technologies is that the solution is specific 
to each application. This makes support of the environment a burden as it continues to 
grow. Consider a solution that can support any operating system or application, and do so 
with less effort than it takes to set up DNS round robin   .
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vSphere High Availability (HA) brings  high availability to all virtual machines, regardless 
of their operating system (OS) or application. Protection can be provided against hardware 
failure, guest operating system failure, and application failure. In the case of a host failure, 
vSphere HA will power-on affected virtual machines on another host in the cluster. When 
this is combined with application-aware clustering, the best of both worlds is realized.

Looking at our example of a database server failure, we’ve established protection that can 
respond to the failure by way of a traditional cluster. However, in a physical environment 
an administrator would now have to act to bring the failed server back online and rejoin 
the cluster. During this time the cluster is unprotected. With vSphere HA the virtual 
machine that had failed would be restarted and brought back online automatically, 
reestablishing the cluster and once again being protected from failure. This protection 
could extend to any virtual machine, leading to higher levels of availability than what was 
possible with a physical deployment.

Aside from protecting from failure, a traditional cluster enables an application to stay 
online during maintenance tasks. Using vSphere vMotion, virtual   machines can be 
migrated to other hosts during maintenance to avoid downtime. During a vMotion 
migration, a virtual machine’s memory and execution state is migrated between hosts with 
no impact on the workload. Using vMotion, all hosts within a cluster can be maintained 
using a rolling update method without ever having to take any virtual machines or applica-
tions offline.

vSphere Distributed Resource Scheduler (DRS) takes   vMotion a step further. By using 
vSphere’s knowledge of resource utilization and capacity, DRS places virtual machines on 
the most appropriate   host within a cluster. DRS monitors resource utilization and makes 
recommendations as to virtual machine migrations that will provide the best performance. 
These recommendations can be acted on automatically to provide a constant level of 
resource load balancing with no effect on running workloads. vMotion is used to migrate 
workloads based on these recommendations   .

vSphere Considerations for Business Critical 
Applications
Having worked in an IT organization that was on the cutting edge of the virtualization 
trend, I’ve seen many bad practices come about due to inexperience with new technology 
and haste. Lots of good came from this, though. We were able to learn exactly what had 
gone wrong, and were able to adjust practices and ways of thinking to teach others from 
our mistakes. To be fair, we were virtualizing applications, at a large and fast scale, that 
were not common candidates for virtualization—applications like Microsoft Exchange 
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for corporate email and SQL Server for our enterprise resource planning (ERP) and 
customer-facing web applications. At the same time, we were virtualizing all the other, less 
critical applications. This is an area where the bad practices can gain traction quickly and 
go unnoticed for years.

As the organization grows, so does the demand for those less-critical applications. With a 
“virtualization first” policy in place, it becomes very easy to create new virtual machines 
without thinking too much about your capacity or maintenance. For the majority of appli-
cations that are running in data centers, that might not be a huge concern. Most applica-
tions tend to run on the leaner side, utilizing very little processor and memory resources. 
However, the applications we’re talking about in this book are usually those that are 
critical to the business, from both an availability and a performance perspective.

Each application has specific design considerations. We’ll discuss those in the chapters to 
come, but it’s important to set a baseline across all the applications we’re covering here 
with regard to vSphere. In  these next few sections we’ll discuss some of the most important 
items to consider when designing the underlying vSphere infrastructure. These items 
include performance considerations, and although some might seem very conservative, we 
must remember that we are designing to support the most critical of applications where 
availability, performance, and functionality are the top priority. It is also important to 
understand that these recommendations are made to help achieve the very best perfor-
mance for the majority of situations. We would advise you to start here and make adjust-
ments as needed for your specific application.

Processor Virtualization
As one of    the most important aspects of virtualization, efficient processor virtualization, or 
the lack thereof, is what has held back some organizations from virtualizing those resource-
hungry applications. The vSphere CPU scheduler has been improved greatly over the 
past few versions, making the virtualization of large virtual machines more attractive than 
it might have been in versions past. At the same time processors have continued to push 
forward with higher CPU core consolidation and increased throughput. The following 
sections explore some of the more important aspects of processor virtualization.

Next-Generation Processors

As processors    became more powerful, virtualization began gaining traction in data centers. 
As that happened, customers began realizing the benefits at a micro level. Not only was 
virtualization enabling them to use those powerful servers more efficiently, but the opera-
tional advantages were real, so there was a need for processor manufacturers, mainly Intel 
and AMD, to adapt to meet the demand.
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The answer was to introduce hardware-assisted virtualization into processors. In its most 
basic form hardware-assisted virtualization eliminates the need for the hypervisor to 
employ binary translation techniques to virtualize a guest operating system. Using binary 
translation, all requests from the guest OS are translated by the virtual machine monitor 
(VMM) and passed to the hypervisor. By using hardware-assisted virtualization, the hyper-
visor automatically traps sensitive and privileged calls from the guest OS, eliminating the 
need for translation and removing the extra layer for such calls. This is done by allowing 
the VMM to run in a new CPU execution mode called “root mode.” This assistance at the 
processor level was considered “first generation” hardware assistance. Intel’s implemen-
tation was called VT-x; AMD called theirs AMD-V.

The next generation of hardware-assisted virtualization had to tackle the next layer where 
latency could be introduced: virtualization of the memory management unit (MMU). 
Before hardware-assisted MMU virtualization, the hypervisor would maintain mappings 
of guest virtual machine memory to physical memory addresses. These mappings were 
maintained in shadow page tables, and had to be updated by the hypervisor every time the 
guest OS changed a virtual to physical memory mapping, leading to additional overhead. 
Nested Page Tables (in AMD processors) and Extended Page Tables (in Intel processors) 
address the overheads by providing hardware support for the virtualized MMU. This 
hardware support eliminates the need for the hypervisor to maintain shadow page tables 
in software, reducing the overhead on the hypervisor and improving performance of 
memory-intensive workloads. A paper, published in 2006 by a couple of early VMware 
employees, dives into the nitty-gritty about the differences between software and hardware 
virtualization: A Comparison of Software and Hardware Techniques for x86 Virtualization 
(http://www.ittc.ku.edu/~niehaus/classes/750-s09/documents/asplos235_adams-2006.pdf).

The first generation of hardware-assisted virtualization was made available in 2006 by both 
AMD and Intel   . Considering that these technologies have been around and improving 
for many years, it might seem paranoid to stress that you validate that your processors are 
equipped with these virtualization-aiding technologies. Most enterprise-class servers will 
have processors that support virtualization; as application owners we just need to make 
sure that ours do and that we understand the importance of the features.

CPU Overcommitment

The abstraction      of the underlying hardware that virtualization adds often leads to 
some potentially problematic side effects. During the initial migration to a virtualized 
environment, an organization typically begins by virtualizing the non–business critical 
applications. These applications don’t require many resources, are not affected by small 
degradations in performance, and aren’t necessarily used directly by users who would be 
affected by slightly lower performance.

http://www.ittc.ku.edu/~niehaus/classes/750-s09/documents/asplos235_adams-2006.pdf
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During this migration of physical workloads to the virtual environment, ambitious system 
administrators can get ahead of themselves and end up in a situation where they have 
virtualized more processors or memory than a physical system can efficiently accom-
modate. Because of the light nature of these virtual machines, this phenomenon might 
go unnoticed. However, as soon as one of these virtual machines begins demanding more 
resources, or a more resource-intensive workload is introduced, the negative effects of 
overcommitment might start to come to light.

What exactly does overcommitment mean? Let us use an example of a small server where 
we have chosen to install vSphere ESXi (see Figure 3.1). This server has four processor 
cores total, and 16GB of memory. This is a small server by today’s standards, but it makes 
this example easy to picture. On this server we choose to deploy three virtual machines, 
each with two vCPUs and 8GB of memory. If these three virtual machines all run concur-
rently, we will have six vCPUs and 24GB of memory allocated. Wait a minute…how is 
that possible? Our server has only four processor cores and 16GB of memory. This is 
where hypervisors show their muscle. Each hypervisor has different methods for handling 
overcommitted resources, and how they do so directly affects how far you can drive 
consolidation.

VM1

Memory

Processor

4GB 4GB

vCPU0 vCPU1

VM2

Memory

Processor

4GB 4GB

vCPU0 vCPU1

ESXi Host

Memory

Processor

4GB 4GB 4GB 4GB

VM3

Memory

Processor

4GB 4GB

vCPU0 vCPU1

CPU0 CPU1

CPU2 CPU3

Figure 3.1 Example of overcommitment.



vSphere Considerations for Business Critical Applications 81

So where      does the capability to overcommit resources fit into the arena of business critical 
applications? Some say it doesn’t, and that might be the case for some applications. It 
is our responsibility as application administrators and architects to understand how and 
where it fits to make the best use of our investments. In later chapters, we will discuss the 
process of sizing virtual machines relative to the application being virtualized. What will 
become a common theme in those discussions is that as we are designing for these critical 
applications, we have to keep in mind that virtualization, although enabling you to make 
it appear that we have more resources than we really do, is only as good as the underlying 
physical compute can accommodate.

Relatively speaking, for high-performance and typically production workloads that are 
considered business critical, the recommendation is to keep a one-to-one ratio of vCPUs 
to physical processor cores. The reasoning here is that we will design systems based on 
the underlying hardware. Compromising that to accommodate more can be detrimental 
to the performance of the application and lead to the perception that virtualization is a 
bottleneck. Does that mean that there is never a case for overcommitment? Not at all; in 
fact, many environments can realize fantastic benefits from being able to push the bound-
aries of the physical resources available. Take, for instance, a virtual desktop environment 
where the resource utilization is very low and where high usage periods might not 
be concurrent. Development and testing environments are frequently deployed in an 
overcommitted state due to the low utilization.

NOTE

Vendors      can restrict the supported level of overcommitment, as is the case with Microsoft 
Exchange Server, where the maximum supported overcommit level is two vCPUs per 
physical core (2:1). If applicable, these support restrictions are called out for the respective 
applications in the chapters that follow.

Back to the business critical applications; is there any room for overcommitment? 
Consider a couple of database servers that serve different purposes. The first system is an 
online transaction processing system that is at its busiest during normal business hours, 
but is basically idle after hours. The second is a reporting system that crunches all the data 
from the previous day and provides a report in the morning. This system is at its busiest 
after-hours and idle during the day. Placing both of these systems on the same physical 
host would technically put the host into an overcommitted state, but looking at the usage 
patterns and seeing that the two database server virtual machines would not be competing 
for resources can provide a compelling      case for co-locating these two systems and making 
better use of our resources.
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Non-Uniform Memory Access

Most new       multiprocessor system architectures implement the use of per-processor “local” 
memory for decreased memory access latency. In non-uniform memory access (NUMA) 
systems, a processor or set of processor cores is assigned a certain amount of memory that 
it can access with very little latency. The memory and its associated processor or processor 
cores are referred to as a “NUMA node.” When an operating system or application is 
designed to be “NUMA aware,” it can make intelligent decisions as to where a process 
may run, relative to the NUMA architecture. This enables the process to run solely within 
a NUMA node and have all of its memory pages stored in memory which is “local” to 
that processor. With the process not having to access “remote” memory, memory located 
within a different NUMA node, latency is decreased.

In Figure 3.2, the server has two physical processors, each with four cores and a total 
of 64GB of memory. Each NUMA node consists of four processor cores and 32GB of 
memory. A process that can run within a NUMA node will access local memory; however, 
if a process requires more processor cores or memory than what is available within a 
NUMA node, that process will access remote memory via the NUMA interconnect.

NUMA Node 1

Memory Bank 1

NUMA Interconnect

4 Core/32GB

NUMA Node 2

Memory Bank 2

4 Core/32GB

Figure 3.2 NUMA node architecture.

Applications can also be written to be NUMA aware; however, very few applications 
currently take      advantage of this capability. In fact, of the applications we will dive into in 
this book, only one application, Microsoft SQL Server, is capable of using the underlying 
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NUMA architecture to its advantage. So if the majority of these applications do not under-
stand underlying NUMA constructs, why should we care?

vSphere ESXi is NUMA aware and provides a couple of mechanisms for letting virtual 
machines take advantage of NUMA. ESXi transparently manages the placement of virtual 
machines on NUMA nodes. Regardless of the operating system, the application, and 
whether they are NUMA aware, the virtual machine benefits from local memory access. 
Virtual machines can be placed into two categories:

  Virtual machines configured with vCPUs and memory less than that within a single 
NUMA node. ESXi will attempt to run these virtual machines within a NUMA 
node and keep them running in that node to provide the highest possibility of local 
memory access.

  Virtual machines configured with more vCPUs or memory than allocated to a single 
NUMA node, referred to as wide virtual machines. These virtual machines will span 
multiple NUMA nodes. ESXi will attempt to run these virtual machines on as few 
nodes as possible; however, they might experience higher memory-access latencies 
than those that can run in a single node.

NUMA node size should be understood for the target host configuration. Virtual 
machines should be sized to fit within a single NUMA node for best performance. In 
cases in which this is not feasible due to the size of the NUMA node, number of virtual 
machines, or requirements of the application, wide virtual machines might be able to take 
advantage of virtual NUMA (vNUMA). vNUMA is explained in the “Memory” section     .

Hyper-threading

In processors     that support hyper-threading, a single physical processor core is presented 
as two logical processors. For instance, an ESXi host with two four-core processors has a 
total of eight processor cores. With hyper-threading enabled, ESXi will detect 16 logical 
processors. This enables ESXi to schedule more concurrent threads. Although ESXi can 
schedule double the number of threads and performance increases are common, it does 
not mean that performance will be doubled. A misconception of hyper-threading is that 
because physical cores are seen as two logical cores, a single thread can use only half of the 
processing power of a single physical core. ESXi is intelligent enough to understand that 
if a vCPU is scheduled on a logical processor and the other logical processor is idle, the 
vCPU should utilize the resource to its full extent.

Some software vendors have discounted the advantages of enabling hyper-threading due 
to confusion that can arise with regard to sizing. When you are sizing workloads, whether 
virtual or physical, it is important to keep in mind that the performance advantages of 
hyper-threading vary and that sizing should be conducted with physical compute resources 
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in mind. ESXi takes advantage of hyper-threading with no administrator interaction. 
Hyper-threading must be enabled in the BIOS for ESXi to become aware of the capability    .

Memory
Virtual machines are allocated memory that is backed by physical memory available on the 
vSphere host  . Memory is allocated by the administrator and is dependent on the require-
ments of the guest operating system and applications running within the virtual machine. 
With vSphere 5 virtual machines are capable of being allocated up to 1TB of memory. 
vSphere provides memory management techniques that help achieve the required perfor-
mance, even for the largest virtual machines.

Business critical applications can be memory intensive and can require special attention to 
the configuration, allocation, and management of memory within a vSphere host. In the 
following sections we will discuss some of the memory management techniques available 
with vSphere and how they can affect these business critical applications, as well as how to 
achieve the best performance for memory-intensive applications.

Concepts

To understand some   of the topics presented in the sections that follow, we will cover some 
memory virtualization concepts. Memory can be categorized in two ways: host physical 
memory and guest physical memory. Host physical memory is the memory that is physi-
cally available or the total installed memory on a vSphere host. Guest physical memory is 
the amount of memory that is visible to the guest operating system; this is also the amount 
of memory allocated to the virtual machine.

When a vSphere host is being sized, additional factors must be considered besides just 
the memory that will be allocated to virtual machines. vSphere itself requires memory to 
run; although this is a very small amount (typically 1 to 2GB is sufficient), it is in addition 
to virtual machine allocated memory. Each virtual machine consumes additional host 
memory, referred to as virtual machine memory overhead. This memory is used by the 
hypervisor for things like page tables and frame buffers. The amount of memory overhead 
required per virtual machine varies based on a number of factors including the number of 
vCPUs, the amount of memory assigned to the individual virtual machine, and whether 
the guest OS is 32- or 64-bit. Total memory required is the sum of allocated virtual 
machine memory, including memory overhead, and hypervisor memory.

When allocating memory to a virtual machine, keep the following in mind:

  Memory allocated to the virtual machine should be enough to support the applica-
tions running within so as to avoid paging within the guest.
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  Memory should not be overallocated to virtual machines (allocating more memory 
to the virtual machine than the operating system or application will use) because this 
can cause an increase in memory overhead used by the virtual machine and can lead 
to overall memory waste.

vSphere provides a set of memory management techniques aimed at providing the highest 
level of memory performance in low-memory situations or for environments that utilize 
memory overcommitment to increase consolidation ratios. Table 3.1 provides a brief 
explanation for each technique.

Table 3.1 vSphere Memory Management Techniques

Name Description

Transparent Page Sharing (TPS) Identical  pages in memory are shared between virtual 
machines. If a page must be modified, a copy will be 
created for that virtual machine. TPS reduces memory 
usage on hosts running identical versions of operating 
systems and applications.

Memory Ballooning ESXi requests  a balloon driver to “inflate” within the 
guest to reserve any free memory pages. Those pages 
can then be used by the host in cases of high memory 
pressure. The guest OS uses its own memory reclama-
tion techniques to free memory; memory is not blindly 
removed by vSphere.

Memory Compression If TPS and  ballooning are not enough to free memory 
for the vSphere host, memory compression will attempt 
to compress any pages in memory that might otherwise 
be swapped to disk. These compressed pages are 
stored in the host’s compression cache. Compression 
and decompression are much faster than paging in and 
out from disk.

Host Swapping At power-on  vSphere allocates disk space equal to 
unreserved memory in a virtual machine swap file. If 
all other memory management fails to free up enough 
memory, virtual machine memory will be swapped to 
disk. If virtual machine swapping is occurring, consider 
adding more memory or moving workloads.

For more information regarding vSphere memory management techniques, see the 
whitepaper Understanding Memory Resource Management in VMware vSphere 5.0 
(http://www.vmware.com/files/pdf/mem_mgmt_perf_vsphere5.pdf).

http://www.vmware.com/files/pdf/mem_mgmt_perf_vsphere5.pdf
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Memory Overcommitment

I often     talk to customers about the best practices for virtualizing business critical appli-
cations, and a topic that always comes up is memory overcommitment. In general, the 
recommendation for these applications is to avoid overcommitment due to the memory-
intensive nature of many of them. I find it reassuring when the vSphere administrators 
stop me midspeech to point out that they do not overcommit memory. So, what’s the 
big deal?

Earlier in the chapter, I made a point about how we try to keep our virtual machines 
sized to fit the physical constructs of the underlying hardware. For workloads that do 
not compete for resources, this is not a hard rule, but for many of these applications that 
must run and perform concurrently, this is definitely the case. In fact, some vendors might 
impose support restrictions on the use of memory overcommitment. The abstraction layer 
will let us overcommit to our heart’s desire (more on how vSphere can protect us from 
ourselves later), but that doesn’t mean it’s necessarily a good idea.

A rule of thumb that has been adopted within the vSphere community is to allocate no 
more than 94% of total memory. This provides a safe buffer to still be able to satisfy the 
requirement for virtual machine memory overhead and memory for ESXi    .

Reservations

The second    topic that comes up in memory conversations is setting memory reservations. 
Typically, the vSphere administrators shake their heads “no,” while the application admin-
istrators nod their heads “yes.” Unfortunately, I’m not going to settle the battle here; 
rather, I will provide some considerations for each and let you make the right decision 
based on your environment.

Let’s run through a quick primer on reservations for those who might not be familiar. 
Memory reservations can be set per virtual machine or at a higher container level such as a 
resource pool or vApp (both are folderlike structures for containerizing virtual machines). 
A memory reservation is exactly what it sounds like; by setting a reservation, the admin-
istrator is asking vSphere to make sure that when the virtual machine tries to access guest 
physical memory, those pages will be backed by host physical memory. More important, 
the reservation guarantees that if the vSphere host does come under memory pressure, or 
a low-memory situation, this virtual machine’s memory will not be reclaimed either by 
ballooning, compression, or host swapping.

Sounds great, right? That’s why application admins love reservations; it is a way for them 
to be assured that their applications will get the memory they require. However, there are 
a few things to be aware of before configuring reservations. The following list summarizes 
some items to consider when deciding whether reservations are right for the environment:
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  Reserved memory is guaranteed to be available for the virtual machine when it 
becomes necessary   .

  The virtual machine swap file that is created during power-on is reduced by the 
amount of memory reservation assigned; a virtual machine with 4GB of allocated 
memory and a 1GB memory reservation will get a 3GB virtual machine swap file.

  An ESXi host will not be able to reclaim memory from a virtual machine with reser-
vations if the host becomes low on memory.

  vMotion migrations and vSphere HA power-on operations might fail if the amount    
of reserved memory is not available on any host in the vSphere cluster.

vNUMA

Virtual NUMA provides       the same capability that physical NUMA does, but to virtual 
machines. What this means is that operating systems and applications that can take 
advantage of NUMA can now be made aware of the underlying architecture. In turn, this 
can lead to increased performance for virtual machines that might need to span multiple 
NUMA nodes.

Here are a couple of points for using vNUMA:

  Align your virtual machine vCPU allocation with the physical NUMA boundaries; 
for instance, if your processors consist of six-core NUMA nodes, size your virtual 
machines with 1, 2, 3, 6, or 12 vCPUs.

  By default, vNUMA is enabled for virtual machines with more than eight vCPUs. 
If enabling vNUMA is desired for virtual machines with eight or fewer vCPUs, an 
advanced configuration parameter (numa.vcpu.min = X, where X is the minimum 
number of vCPUs needed to enable vNUMA) can be added to the virtual machine’s 
VMX file      .

Storage
Among compute   resources, none seems to take as much effort to design and maintain, or 
plays as critical a role in the majority of business critical applications, as storage. Appli-
cations such as Microsoft SQL Server and Exchange Server rely on high-performance 
storage systems to meet customer expectations. To make this happen, storage architects 
must understand capacity, performance, and data protection requirements, and bring 
together the right disks, RAID level, access protocols, and so forth. In many organizations 
these decisions are not made in a vacuum because these solutions tend to be very large and 
expensive and must be the right solution to satisfy the requirements of many workloads.
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Fortunately, the principles of storage design do not change much when virtualizing your 
business critical applications. There is still a need to satisfy the requirements of the appli-
cation, and how you do this is, for the most part, the same as how it would be done in a 
physical deployment. vSphere adds a number of advantages for the storage layer including 
storage management and migration technologies to increase application availability, consol-
idation to decrease management overhead, and proprietary technologies for performance.

Before diving into storage design considerations for these business critical applications, 
let’s review some of the concepts and technologies available in vSphere.

VMFS

VMware’s proprietary    clustered file system (VMFS) gives multiple vSphere hosts 
concurrent access to the same VMFS volume. The VMFS file system is what enables 
vSphere to provide features such as vMotion, vSphere HA, DRS, and storage consoli-
dation. VMFS file systems are backed by local SCSI disks or array-based storage LUNs 
and house the virtual machine disk files (VMDK files) that are presented to virtual 
machines as SCSI targets. Access protocols supported for use with VMFS include Fibre 
Channel, iSCSI, and Fibre Channel over Ethernet. VMFS supports volumes of up to 
64TB in size and VMDK files up to 2TB. Virtual disk files can be deployed using one of 
three methods:

  Thin provisioned disks can be used to provide the highest level of storage consoli-
dation. Using a thin provisioned disk, the guest operating system is presented with 
the total allocated space, for instance, 40GB. However, the actual size on disk of the 
virtual disk file will be roughly the size of the data that has been written, for instance, 
the size of the base Windows 2008 guest OS install, about 10GB. As the guest OS 
writes beyond the used space, more blocks will be zeroed out and written to, up to 
the allocated size. This does incur a higher I/O cost than a thick provisioned disk. 
That cost is dependent on the underlying storage hardware.

NOTE

When    considering the best method for provisioning storage for your virtual machines, be 
sure to refer to your software vendor’s recommendations and support requirements. Some 
vendors might prefer the use of thick, or static virtual disks, whereas others might require it.

  Thick    provisioned lazy zeroed disks allocate the entire virtual disk size at the time 
of creation. This might be preferred to thin provisioned disks since the allocated 
disk space is guaranteed to be available. During creation the entire size is allocated 
on disk and made available immediately to the guest OS. Lazy zeroed disks incur 
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an additional write penalty due to the fact that each block must be zeroed out at the 
time of first write. Once written to, a block will have the same write performance as 
an eager zeroed disk.

  Thick provisioned eager zeroed disks allocate the entire virtual disk size at the time 
of creation. Additionally, an eager zeroed disk is completely zeroed out during 
creation. Although this will improve first write performance, it does add provisioning 
time depending on the size of the virtual disk   .

Raw-Device Mappings

Aside from    presenting a VMDK file to a virtual machine as a storage target, a raw SCSI 
device can be presented directly to a virtual machine, called a raw-device mapping, or 
RDM. Using this method of allocating storage, the SCSI device is not formatted with 
VMFS, but rather is formatted using the guest OS supported file system, for example, 
NTFS. RDMs might be preferred for some business critical applications because they 
provide a way of dedicating storage resources to a virtual machine where VMFS is geared 
more toward being a shared file system. RDMs also provide portability of the data; for 
example, a physical SQL server might have a very large database on a SAN attached 
LUN. When the SQL server is virtualized, the SAN LUN could be presented as is to 
the vSphere host and then attached to the VM as a RDM. The data would be intact and 
available to the new virtual machine with no data migration time having been spent. 
RDMs come in two modes:

  Virtual Compatibility mode     adds virtualization support to the raw device, meaning 
vSphere features such as snapshots and Storage vMotion (a technology similar to 
vMotion, but used for migrating virtual machine storage with no interruption) can be 
used with the device while maintaining the one-to-one mapping between storage and 
virtual.

  Physical Compatibility mode     provides direct access to the storage device with no 
virtualization support. This method is required by some array-level integration 
tools such as those using array-based VSS snapshotting technologies, or array 
management tools. This mode does not support vSphere features such as 
snapshotting or Storage vMotion.

NOTE

Both forms of raw-device mappings support the use of vMotion, contrary to the belief of 
many. vMotion is not allowed only when a raw-device map is attached to a shared SCSI bus 
(as in a Windows Failover CLuster).
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VMFS Versus RDM

One of the longest-standing myths of virtualization has been that if you have a high-I/O 
application       you have to use RDMs. To be fair, this myth does have some roots in reality; 
however, it hasn’t been the case since at least ESX version 3.0. Before ESX 3.0, there 
were some performance advantages to be had by deploying on RDMs. As ESX and ESXi 
continued to make performance improvements, the discrepancy between VMFS and 
RDMs narrowed even further. The last official bake-off between RDM and VMFS was 
using ESX 3.5 and concluded that both VMFS and RDM were suitable for enterprise 
applications. The performance study Performance Characterization of VMFS and RDM Using 
a SAN can be found at http://www.vmware.com/files/pdf/performance_char_vmfs_rdm.pdf.

If performance is not a deciding factor, what is? RDM management leaves a bit to be 
desired using native capabilities. vSphere has complete knowledge of where a virtual 
disk is being used and by which virtual machine. That level of visibility is not available 
natively when using RDMs. A more common reason behind VMFS being the preferred 
deployment method for all virtual machines is the continuing development around 
storage-based management features in vSphere. These features are focused on making 
virtual storage management as efficient as possible. Features such as Storage DRS wouldn’t 
be possible without the VMFS file system.

NOTE

Many storage       vendors have done a great job of building plug-ins for vCenter Server that 
provide additional visibility into RDM use, as well as providing visibility at the array 
management level.

Some of the       use cases that make RDMs a requirement include the following:

  Backup software that uses in-guest agents to facilitate array-based clones and 
snapshots.

  Storage management applications that are required to issue SCSI commands directly 
to the physical storage.

  Clustering software that requires persistent SCSI reservations across multiple 
vSphere hosts, for instance, Windows Failover Clusters.

  The requirement to have a single volume presented to the guest OS of over 2TB.

Virtual SCSI Adapters

Whether you use virtual disks or raw-device mappings to store your data, those storage 
targets will attach to your virtual machines using a virtual SCSI (vSCSI) adapter. For 

http://www.vmware.com/files/pdf/performance_char_vmfs_rdm.pdf
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Windows 2008 and later     there are basically two types of vSCSI adapters: an emulated LSI 
Logic SAS adapter and the VMware Paravirtual SCSI (PVSCSI) adapter    .

NOTE

The BusLogic and LSI Parallel drivers are typically used with other operating systems, such 
as Windows Server 2003 and Windows XP.

For Windows Server 2008 and later, the default vSCSI adapter is the LSI Logic SAS. This 
driver provides good performance and is provided with the Windows operating system. 
The PVSCSI driver is a VMware driver, provided through VMware tools, that provides 
significantly reduced CPU overhead and can increase throughput. In most cases the 
PVSCSI driver should be used for high-I/O applications. It is recommended that testing 
be conducted with both adapters before deploying to production to understand any perfor-
mance gains PVSCSI might provide. Consider performance as well as operational impact 
when choosing the right adapter. A deviation from standard configuration can lead to 
additional maintenance overhead; however, performance gains as a result of the different 
adapter might warrant any additional maintenance overhead.

NOTE

PVSCSI is         not supported for use with Windows Failover Cluster configurations where 
shared disks are in use. 

NOTE

For environments running ESXi versions before 5.0 Update 1 and considering using 
PVSCSI, refer to Windows 2008 R2 Virtual Machine Using a Paravirtual SCSI Adapter 
Reports the Error: Operating System Error 1117 Encountered (http://kb.vmware.com/
kb/2004578).

vSphere Storage DRS

In much    the same way that vSphere DRS automates resource management and virtual 
machine distribution, vSphere Storage DRS automates storage distribution. With Storage 
DRS, VMFS datastores are aggregated into VMFS datastore clusters and continuously 
monitored for I/O and capacity bottlenecks. Virtual machines are automatically placed 
on datastores within the datastore cluster based on I/O load and available space. As 
load increases and capacity diminishes, datastore clusters are easily expanded by adding 

http://kb.vmware.com/kb/2004578
http://kb.vmware.com/kb/2004578
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additional VMFS datastores into the datastore cluster. Storage DRS uses Storage vMotion 
to provide seamless storage load balancing and no-downtime maintenance capabilities.

VAAI

The    VMware vStorage APIs for Array Integration (VAAI) enables vSphere to offload 
storage operations to the storage hardware to increase performance and scalability. Opera-
tions that can take advantage of this offloading include cloning, Storage vMotion, block 
zeroing, and thin-disk expansion. vSphere automatically recognizes if storage hardware is 
VAAI capable and will use the capabilities. For information on how to see whether your 
storage hardware is VAAI capable and whether it is being used, see VMware KB article 
1021976 (http://kb.vmware.com/kb/1021976).

SIOC

In highly    virtualized environments VMFS volumes can house many virtual machines, each 
with different I/O characteristics. Without the use of a control mechanism, “shares” in 
vSphere lingo, a single virtual machine could monopolize storage resources and degrade 
the performance of other virtual machines.

Storage I/O Control (SIOC) provides a mechanism for evening the playing field for all 
virtual machines on a VMFS datastore. SIOC is disabled by default. When enabled, SIOC 
configures disk shares to give each virtual machine a fair share of disk resources. SIOC 
uses an average latency across vSphere hosts to determine when there is disk contention. 
When disk contention is detected, SIOC will calculate the shares among vSphere hosts 
and begin throttling host device queues based on their shares. The goal is to ensure that 
each host is able to use its fair share of disk resources and not allow one virtual machine, 
running on a host, to impact the latency of others.

Storage Considerations for Business Critical Applications

For the majority of workloads that an organization will virtualize, the practices next 
described will not   improve performance and in fact might degrade management capabil-
ities. For those workloads that are highly dependent on storage performance and avail-
ability, the following should be considered and the benefits understood to ensure that any 
additional management overhead is warranted. Business critical applications are a different 
breed and often require some additional management overhead. These design consider-
ations continue to take advantage of the management efficiency that comes with a virtu-
alized platform while providing the best performance possible.

http://kb.vmware.com/kb/1021976
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Because of the shared nature of VMFS, it    is easy for administrators to place multiple, 
different workloads on a single VMFS datastore. This can have a severe impact on perfor-
mance. For this reason VMFS datastores should be dedicated to applications and even 
down to the I/O type for high-I/O workloads.

For data volumes that will support high-I/O workloads using VMFS, create the virtual 
machine disk files using the Thick Provisioned Eager Zeroed option. The downside to 
eager zeroed disks is that they take longer to provision than lazy zeroed or thin disks. 
However, the performance advantage on first write can provide benefits during data 
migrations or database grow operations. If raw-device mappings will be used in Windows, 
be sure to uncheck the Quick Format option during formatting of the file system.

Within the guest operating system up to 15 virtual disk targets (VMDK and RDM) can    be 
attached to up to four virtual SCSI adapters for a total of 60 virtual disk targets. When a 
virtual machine with multiple virtual disks that will support high-I/O workloads is being 
created, virtual disks should be spread evenly among all four available vSCSI adapters     to 
provide for increased queue depth and I/O parallelism. For example, a virtual machine 
that will have eight high-I/O disk targets should be created with four vSCSI adapters, each 
with two disk targets attached.

Default power management features might not provide the optimal performance profile 
and can reduce the throughput of storage and networking I/O interfaces. If you configure 
your host to allow the OS to control the power management features, ESXi power policy 
options can be used   to maximize performance. Power management functionality is config-
urable within the BIOS of most server hardware.

Networking
When it comes to the virtualization of business critical applications, networking seems 
to be the one resource that is taken for granted. That is, until we start looking at the live 
migration of very large   virtual machines, network-based backups, and complex networking 
configurations. With these high-profile applications, we need to be aware of the various 
capabilities of virtual networking and how they must be taken into consideration when 
designing for these applications. Let’s break down the components involved in a vSphere 
virtual network and follow up with some virtual networking concepts.

Virtual Networking Components

If you haven’t had much exposure to virtualization, and more specifically, virtual 
networking, it can get very confusing, very quickly. The diagram in Figure 3.3 shows the 
most common components of a virtual network from virtual network adapters connected 
to virtual machines to virtual switches, and on to the physical network adapters and 
switches. A brief explanation of each component depicted in Figure 3.3 follows.
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Figure 3.3 vSphere networking components.

As shown in the   figure, the following components make up the virtual network:

  Physical switch: Connects   the vSphere host to the local area network.

  Physical network interface (VMNIC): Provides     connectivity between the ESX 
host and the local area network.

  NIC team: Adds  redundancy to a group of physical NICs connected to the same 
physical or logical network(s).

  vSwitch: Created   in software and provides connectivity between virtual machines. 
Virtual switches must uplink to a physical NIC (also known as VMNIC) to provide 
virtual machines with connectivity to the LAN. Otherwise, virtual machine traffic is 
contained within the virtual switch. Two types of virtual switches can be used:

  vSphere Standard Switch (VSS): Created  , managed, and maintained indi-
vidually at the vSphere host level.

  vSphere Distributed Switch (VDS): Created  , managed, and maintained at 
the vCenter Server level to ease configuration and management.
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  Virtual NIC (vNIC): Provides   connectivity between the virtual machine and the 
virtual switch.

  Virtual adapter: Provides    management, vMotion, and FT logging when connected 
to a vSphere Distributed Switch (vDS).

Traffic Separation

For many   of us, the concept of traffic separation is nothing new. In physical deployments 
we are used to having separate network interfaces for production or public access to a 
resource, private or heartbeat access for clustered machines, and backup networks. In a 
virtualized environment the concept is more or less the same, but at a much broader scale. 
Take, for instance, a single vSphere host running three different virtual machines: a web 
server, an application server, and a database server. Depending on the network archi-
tecture, all three of these virtual machines might require access to different networks.

The traffic leaving a vSphere host isn’t limited to the various virtual machines, but also 
includes the hypervisor management interfaces. In vSphere this could include management 
traffic, vMotion, fault tolerance, iSCSI, vSphere replication, and others. As you can see, 
the different types of traffic add up pretty quickly. Many of these traffic types can be very 
I/O intensive and affect other workloads.

So how can we achieve separation of all of these types of network traffic? There are two 
ways to achieve this today: physical and logical separation.

  Physical separation: At    the physical level a host is configured with many different 
physical network adapters. These adapters are then assigned to virtual switches or 
port groups to which virtual machines or virtual adapters are (virtually) uplinked. 
The physical adapters are then uplinked to physical switch ports that provide access 
to the necessary networks.

  Logical separation: At    the physical level a host is configured with as few as two 
physical network adapters, or, as is the case in many newer servers, converged 
network adapters (CNAs), which can couple both storage and network traffic. These 
adapters then take one of two forms: They are physically assigned to virtual switches, 
or they are subdivided into “virtual” adapters, which, to the ESXi hosts, appears as 
if there are many physical adapters. In either case, traffic separation happens both 
at the virtual switch and at the upstream physical switch using virtual local area 
networks (VLANs) and 802.1q VLAN tagging.

The method of traffic separation used might be dependent on physical capabilities as well 
as policy. If your organization has standardized on large-form-factor, rack-mount servers 
with many physical network interfaces (NICs), then you have the option to team NICs 



CHAPTER 3  Overview of VMware vSphere96

together and use VLAN tagging, but you also have the option to physically separate a 
portion of the traffic if so desired. If you have only two physical adapters on your blade 
servers, you are pretty much limited to trunking the necessary VLANs. However, perhaps 
you have a virtual machine that must live in a demilitarized zone (DMZ) on    your vSphere 
host, and the networking team has a policy to physically separate DMZ traffic at the 
network infrastructure level. In this case you are bound by policy to keep that network 
traffic on separate infrastructure from the virtual switch, to the physical uplink, and on to 
the physical network infrastructure.

As you can see, there are many options available here, each with its own considerations. 
There is no one right way of achieving the recommended separation, but it is important 
to understand the traffic patterns and make informed decisions as to which traffic must be 
separated versus which   can share interfaces or networks.

Virtual Network Adapters

As was the case with virtual SCSI adapters, VMware provides options when it comes 
to virtual network adapters (vNICs). For     the latest 64-bit Windows operating systems, 
VMware provides an emulated Intel driver, referred to as E1000 or E1000E (for compat-
ibility with Windows 8 and Windows Server 2012). A paravirtualized driver from VMware 
is also available, referred to as VMXNET3.

The E1000 and E1000E drivers provide out-of-the-box compatibility with most supported 
operating systems to provide network access without having to deploy VMware tools. 
However, the VMXNET3 driver provides better performance through reduced host 
CPU utilization, as well as new features such as receive-side scaling and IPv6 offloading. 
Because of the improved performance and capabilities, the VMXNET3 virtual NIC is the 
preferred adapter for all virtual machines.

DirectPath I/O and Single Root I/O Virtualization

Latency-sensitive and         extremely network-intensive workloads can benefit from the use of 
DirectPath I/O and Single Root I/O Virtualization (SR-IOV). Both of these technologies 
provide direct access to physical network I/O devices, at the expense of supporting some 
core virtualization features. When using DirectPath I/O and SR-IOV with the majority 
of server hardware, features such as vMotion, snapshots, and suspend/resume operations, 
among others, are not supported.

Although real-time applications such as VOIP and Unified Communications can benefit 
from the decreased network latency that’s possible via these technologies, the applications 
covered in this book are not as latency sensitive or high throughput. More information 
can be found in vSphere Networking at http://pubs.vmware.com/vsphere-50/topic/
com.vmware.ICbase/PDF/vsphere-esxi-vcenter-server-50-networking-guide.pdf.

http://pubs.vmware.com/vsphere-50/topic/com.vmware.ICbase/PDF/vsphere-esxi-vcenter-server-50-networking-guide.pdf
http://pubs.vmware.com/vsphere-50/topic/com.vmware.ICbase/PDF/vsphere-esxi-vcenter-server-50-networking-guide.pdf
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Summary

Application administrators need to be aware of the capabilities and recommended practices 
when virtualizing their critical applications. In this chapter we’ve provided a look at the 
features that make vSphere the best hypervisor for virtualizing those business critical appli-
cations. We have also taken a look at some of the most important areas to focus on from a 
vSphere perspective.

Now that we have established a baseline for the vSphere platform, let’s move up one level 
and begin looking at the guest OS and applications.


