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Use standards to increase e-mail security

by Joel Snyder 

SMTP-based e-mail has long been considered insecure, and for good reason. The basic protocol doesn’t include encryption, authentication or data integrity services. However, there are standards-based ways to increase the security of SMTP-based e-mail. In this article, I’m going to discuss how to add encryption to the SMTP protocol, as well as how to add data integrity, sender authentication and encryption to e-mail messages -- all using standards that have been available since 1999!

Although SMTP itself is a fairly simple protocol, the idea of extending SMTP has been around for a long time. The mechanism to extend SMTP is a general one, and many different extensions have been defined to extend and stretch the capabilities of one of the Internet’s oldest protocols.  

Start with TLS


One of the extensions within SMTP is the addition of the TLS (Transport Layer Security) encryption and authentication protocol. When a client and server that support TLS talk to each other, they can encrypt the data channel and thus guard against eavesdroppers.

TLS is the IETF-standardized version of the SSLv3 protocol, which is widely used across the Internet. All popular Web browsers support SSL and TLS. SSL is the protocol that is negotiated when you use an “https:” URL. The differences between SSLv3 and TLS are not important, and most SMTP servers also support clients that want to talk SSLv3 instead of TLS.  In this article, I’ll only refer to TLS to simplify the discussion.  

With TLS, the server side of the transaction sends down a digital certificate that is used to prove the server's identity. Optionally, the SMTP client can send up a digital certificate to prove the client's identity. Once the server’s certificate is sent down, the client creates an encryption key, encrypts the key using the certificate of the server and ships the encrypted key up to the server. The client and server then start up an encrypted channel, and everything from that point forward is protected against eavesdroppers. This is how encryption works on the Internet with https: Web pages, and this is also the way it can work if you’ve enabled TLS support in your SMTP e-mail server. (I am glossing over a lot of the potential variations in TLS that are allowed, but the cases that I’m describing represent 99% of the TLS use on the Internet today.)

Using TLS with your SMTP mail server is generally a simple matter. All modern e-mail servers fully support TLS and have for many years. More importantly, TLS and SMTP are extremely interoperable. My company has been using TLS on our mail server since early 1999. Although we used to run into the occasional domain our mail server couldn’t send out to, this hasn’t happened in several years. In fact, almost all of the problems we encountered in TLS interoperability were caused by defective firewalls with poorly written SMTP protective code. Very old versions of WatchGuard’s Firebox and Cisco’s PIX had this problem, for example.

How to use TLS

To make use of TLS with your mail server, you’ve got to do two things: turn the feature on and get a digital certificate. How to enable TLS is beyond the scope of this article, but if you search for TLS or STARTTLS (the name of the SMTP service extension that enables TLS) in your mail server documentation, you’ll probably find it very quickly.  Getting a digital certificate is a little harder. In fact, this is probably why most people haven’t turned on TLS -- they get to this step and freeze up. Fortunately, it’s become a lot easier to get a digital certificate than it used to be. You can give Verisign a couple of hundred dollars and wait a week or so, but there are many options for getting an inexpensive digital certificate signed by a well-recognized certification authority, such as RegisterFly, within a few minutes.

In fact, you don’t have to pay for a digital certificate to run TLS in your mail server. For testing purposes, and perhaps even for production, you can use a self-signed certificate.  Your SMTP server might even have a built-in command to generate a private key and matching digital certificate. CAcert will also generate signed certificates for you for free.

With TLS enabled, all of your e-mail traffic from your company’s SMTP mail server to external TLS-enabled SMTP mail servers will be encrypted, from start to finish. If you are using a POP or IMAP e-mail client that supports TLS -- and all modern ones do -- when you send mail from your client to the mail server, it’ll be encrypted.  

Although TLS includes server and client identity, these are fairly vague concepts when it comes to SMTP-over-TLS. The binding between a server’s identity and the identity in the digital certificate is a loose one. There is no clear and obvious standard for mapping the identity I want to talk to with the identity in the certificate. In addition, it's not clear to the SMTP client or server what action to take if the digital certificate doesn't seem to match. On the Web, a dialog box pops up and the user makes the decision whether or not to accept the certificate. A client and server have no one to ask when things don’t look right. 

The result of the TLS transaction is perfectly fine encryption, but rather weak authentication. If you don’t match the server certificate to the identity you think you’re sending to, you’re susceptible to a man-in-the-middle attack. You could be sending encrypted traffic, but not to your intended recipient. Since we’re accustomed to SMTP mail being forwarded in an uncontrolled manner through a number of different relays, all we’re really doing is adding encryption against casual eavesdroppers. Not a huge benefit, but at virtually no cost.

All of this comes down to TLS not being the ultimate answer for e-mail encryption. But like any good security system, it’s a question of layers. Throw TLS on, and you’re no worse off then you were before; in fact, you’ll discover that about 10% of your e-mail is encrypted. For an investment of a few hours of time, you’re adding another layer of security.  

There are some cases where TLS is critical. If you are supporting any sort of Internet, SMTP, POP and/or IMAP service, then TLS encryption on these services is a security requirement.  Otherwise, you’re sending passwords out in the clear when you authenticate people coming in to your mail service. Many companies are turning to SSL VPN appliances from companies such as Juniper and Nokia to front-end their SMTP, POP and IMAP services with TLS encryption.

Sophisticated mail systems often can be configured to be "pickier" about TLS services when talking to trusted partners. For example, if you’ve got a company that you often send commercially-sensitive information to (health care providers and insurance companies are good examples), you can use a Message Transfer Agent (MTA) that actually does make sure that the digital certificates match and that you’re talking to who you think you are. Even if you don’t have that kind of requirement, though, enabling TLS will improve your overall e-mail security.

Move to S/MIME

A second way to add security to your e-mail is to use S/MIME (Secure MIME). S/MIME is a way of adding encryption, authentication and data integrity checking to e-mail messages. Like TLS, S/MIME standards are very old -- dating back to 1998 -- and support is already built into most e-mail clients. Although S/MIME is complex, most people use it in one of two ways, for authentication or for authentication and encryption.

S/MIME can provide a strong authentication of the sender of an e-mail message and cryptographically strong assurances that the content (or body) of an e-mail has not been modified. When using S/MIME in this way, the sender of a message “digitally signs” their message before sending it. When the recipient opens a digitally signed S/MIME message, their e-mail client verifies the signature, ensuring that the message content was not tampered with, and checks that the digital signature matches the return address on the mail, thus authenticating the sender. This resolves one of the huge issues with SMTP mail; i.e. you have no idea who is sending you mail and whether the sender represents the person you think he is.  

You can also use S/MIME is to add encryption on top of the digital signature. Your client encrypts and digitally signs the message before sending it, thus providing privacy on top of authentication and integrity checking. When you encrypt with S/MIME, only the recipient can decrypt the message. Even you can't. 

Before detailing how this is done, I want to point out a big difference between S/MIME encryption and TLS encryption. TLS is server-to-server encryption, and it occurs across the entire message stream. In other words, all aspects of the message are encrypted -- who it’s from, who it’s to and the body. However, TLS is not controlled by the user, and there is no assurance that you'll have encryption at each hop. Plus, the message sits in clear text on each server that it goes through. With S/MIME encryption, you’re only encrypting the body, so the headers (such as from, to and subject) are not encrypted.  However, it is controlled by the sender and no one but the intended recipient can read it -- not your e-mail admin or the recipient's! This provides a dramatically higher level of security. 

How does S/MIME work? Well, it’s those digital certificates again. This time, each user needs their own digital certificate. User certificates are easier to get than server-side certificates. If you’re in a Windows Active Directory environment, Microsoft offers a free Certification Authority that generates a certificate for each user.  If you want to get a globally recognized certificate, Thawte offers free personal e-mail certificates that are signed by their certification authority.

When I send an S/MIME message that is digitally signed, my client also sends along my digital certificate. The recipient uses my certificate to verify that the message is from me and has not been modified. The recipient can then use my certificate to encrypt a response so that only I can read it.  

At first glance, it appears that S/MIME is not a very scalable system -- and that’s true across the Internet. Everyone needs a certificate, and if I want to send an encrypted message, I have to have a copy of the recipient's certificate. In order for sender authentication to work, you have to trust the certification authority that signed my certificate (true if I got it from Thawte, but perhaps not true if I got it from a random Windows AD server somewhere). If I ever lose my private key, then all the encrypted mail that you sent me is now unreadable. Plus, because the message is encrypted from end-to-end, virus scanners, message archivers and antispam tools aren't able to peer inside.  

This means that S/MIME is not appropriate for a large corporation that wants to send encrypted messages to thousands of business partners. But S/MIME does work well when that same corporation wants to make sure that anything leaving the corporate mail server is authenticated. For example, an insurance company could attach a digital signature based on its private certificates to each outgoing message. This provides strong evidence of who sent a message and whether a purported e-mail is a fake if it doesn’t have a valid digital signature.  

On a smaller scale, though, S/MIME provides a very easy way for ad-hoc groups of people to add an enormous layer of security to their e-mail communications. Without having to do anything magical or proprietary, users can simply turn on S/MIME encryption and communicate freely over the Internet secure in the knowledge that no one can read or modify their e-mail.  

There are efforts underway to bring S/MIME-level authentication and encryption to entire companies by moving keys from people’s individual mail clients out to an edge server. This is called S/MIME Gateway, and there is an active certification program at the Open Group for products that support this. Before messages leave the company, they are signed and encrypted; when they come back in, they are checked and decrypted before final delivery. This particular solution doesn’t have the same level of security, because the protection only starts and ends at the Internet boundary. But it does provide a stronger level of security than, for example, SMTP TLS, because the security is independent of the number of mail servers the messages jump through from company to company. This use of S/MIME is common in industries such as health care or financial services, where a service provider mandates data protection for all communications across the Internet. I’ve also talked to customers who are using a variety of proprietary encryptions based on PGP for this task, although it’s obvious that a standards-based solution like S/MIME Gateway is a better long-term solution.  
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